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Abstract. Effective ubiquitous computing applications need to inte-
grate users’ personal devices and data with the devices and resources
they encounter around them. Previous work addressed this problem by
simply enabling the user to take all of their data with them wherever
they go. In this paper, we present a more flexible approach: the “instant
matchmaker”, a personal device that allows a user to seamlessly and se-
curely connect his local computing environment with his other personal
resources, wherever they are. The matchmaker provides an intuitive user
experience, while simultaneously enabling extremely fine-grained control
over access to resources. We have implemented a cellphone-based match-
maker and explored its use in a secure media sharing application. The
matchmaker concept, however, is general, and can be used to enable a
range of appealing and secure ubicomp applications.

1 Introduction

Ubiquitous computing offers the promise that users will be able to take advan-
tage of resources – devices, services, and data – embedded into the environment
around them. Those local resources are most useful when combined with the
user’s own personal resources, which may reside elsewhere. This poses a chal-
lenge: building applications that seamlessly integrate a variety of devices and
resources – some local, some remote, some trusted, some untrusted, some sensi-
tive, some not – in a way that is simultaneously easy to use and secure.

In this paper we introduce the Instant Matchmaker, a device which enables
users to easily and securely integrate local and remote computing resources
into seamless ubiquitous computing applications. The Instant Matchmaker func-
tionality can be embodied in a cell phone, PDA or another commonly-carried
portable device. The Matchmaker supports a simple trust model for managing
access, namely that of security by introduction. A user uses their Instant Match-
maker to securely introduce a new, untrusted device they encounter in their
environment to a trusted personal resource. At the same time, the Matchmaker
takes care of the mechanics of helping these two devices find each other and
establish network connections, etc.



By capturing the user’s intent at the level of application tasks, the Instant
Matchmaker then acts on the user’s behalf to extend only the necessary limited
trust to that new, untrusted device to accomplish the intended task and nothing
else. For instance, if the user so requests, a local display should be able to access
and display the feed from her home webcam. However, it shouldn’t be able to
access any of her other resources, and it should be able to access the selected
resources only at her discretion – allowing it to access that content this one time
should not grant it any access at any future time, and she should also be able
to terminate even the current access at any point she desires.

The Instant Matchmaker reconciles ease of use with access control. It enables
users to co-opt nearby devices to work with personal resources residing elsewhere,
while limiting these co-opted devices to precisely the access needed to accomplish
the requested task. The user doesn’t even think about access control: limitations
are automatically inferred and enforced based on the user’s actions. We validate
our model and design through a concrete implementation.

We begin in Section 2 by motivating the Instant Matchmaker approach and
deriving requirements for any system providing ubiquitous access to personal re-
sources. We evaluate previous work in Section 3. Section 4 presents our system
design, and Section 5 provides details of our current implementation. Finally in
Section 6, we discuss and generalize our current results, and present opportuni-
ties for future work.

2 Motivation

Consider the following scenarios:

– A traveler, Alice, wishes to use a large-screen TV in her hotel room to display
the new home movie her partner has just placed on her home media server.
She doesn’t want that TV to access any other resources on her media server
or home network, such as her personal photos or tax returns.

– Bob wishes to display a presentation on a projector in a meeting room, but
the presentation is back on the computer in his office. He wants to enable
the projector to retrieve it, but the administrator of his network wants to
ensure that only legitimate users can grant such access, and then only to
resources they really intend to share.

– Charlotte has purchased a new informative picture frame that shows her how
well her mother in Germany is doing by monitoring activity sensors in her
mother’s house. Her mother doesn’t want anyone else to be able to observe
her activity.

– David gets a cell phone call with video from his girlfriend, and wishes to
transfer it to the speakers and display in the room he is currently in. He
doesn’t want just any speakers he happens to pass by to hear his conversa-
tion, only those he specifically indicates.

These are all instances of a single, general pattern: a user wishes to access
her personal content via a rendering (or other type of) device she encounters in



internet

Home Hotel

media
server

display

Instant
Matchmaker

Fig. 1. Example scenario: secure remote access to personal resources.

her immediate vicinity. She would like to do so regardless of where the content
is stored or originates from. And she would like the option to use any rendering
device she encounters – even a completely untrusted one with which she has
no a priori relationship, and which may be also used by others who might be
malicious, or managed by entities whom she cannot rely on to enforce security
guarantees on her behalf (e.g., to maintain anti-virus software to protect her
from key-loggers, or to erase her stored state after she leaves).

We would like to design a general approach to providing secure, easy integra-
tion of local and remote ubiquitous computing resources. We briefly look at two
popular approaches, before we identify a set of basic requirements that any such
system must meet. We base those requirements on both analysis of the problem
itself, and examination of the issues left unsolved by previous approaches.

2.1 Previous Approaches

There are two very commonly proposed approaches to this problem. We exam-
ine them here in some detail, as their shortcomings help to illustrate critical
requirements any effective solution must address.

Dynamic Local Caching: One might obviate the requirement for secure re-
mote access to resources and data by simply arranging to carry all of your data
with you all of the time (e.g., [1, 2]). This approach suffers from two critical
problems: first, it simply may not be possible to ensure that you have with you
all the content you will ever need. The content might be new, for example a
movie of Alice’s son taken after she left home, it might be live, as in the feed
from a camera or other sensing device, or what you need access to might be a
device or service that simply isn’t “portable”. Second, even for data that you do
cache locally, say on a personal trusted device, you must address the problem of
how to protect that data and usably limit access to only what you intend.



“Guest” Access: Consider the case of Alice, above. If her home network (where
her media server is) is secure, any remote device wishing to access that network
needs to be authorized. If Alice provides the hotel TV with a password that
allows access to her home network, or plugs a smartcard into it containing her
home network access credentials, the TV now has full access to her home net-
work. This constitutes a significant security risk – remember that the TV is an
untrusted device.

Alice could delegate more limited access to her home network to the hotel TV,
by giving the TV a special “guest user” password or credential. The problem with
such “guest” access is that the user who wishes to access his trusted resources
remotely has a choice between insecurity – where a “guest” has full access to all
of his protected resources – and inconvenience, where he has to correctly guess,
and then specify, or re-specify, which of his personal resources an untrusted
device such as a hotel TV should have permission to access – something users
are unlikely to put up with.

2.2 System Requirements

We can now derive a set of design requirements that should be met by any
system promising ubiquitous access to personal data and services.

Opportunistic access to encountered resources: Users should be able to
take advantage of any resource they encounter around them. Those resources
should not need to be “approved” in advance – i.e., to hold a credential issued
by a particular trusted party, to have access to or be listed in some database of
authorized users and devices, or even share a particular password.1

Universal access to personal resources: Users should be able to access any
of their personal resources on-the-fly, wherever and whenever they need them.
This should include live, or continuously updated data, or new data created by
others in their absence. This implies that we must enable the user to compose
network access to those resources with the local resources in their environment,
rather than expecting them to bring everything they might ever need with them.
This is not to say that such caching is not valuable; in fact a system combining
on-line access to resources with automatic caching of content for efficient local
use is a direct, and very powerful, superset of a caching-only approach.

No need to specify an access policy a priori: Not only should the user
not have to anticipate what data they will need to access, they should also not
have to anticipate which devices they will need to access it from, or what sort of
permissions they will need to grant those devices. Instead, they should be able
to defer access control decisions until they face a particular device to which they
would like to grant (limited) access in order to accomplish a particular task.
1 This is not to say that we do not require such devices to run particular software or

speak a particular protocol, but those requirements are common to all ubiquitous
computing applications, secure or not.



Least privilege access boundary: Any system providing ubiquitous access to
personal resources should ideally make the following security guarantee: that the
specific device that the user selects, and only that device, should be able to access
the particular resources they indicate, and nothing else. This “and nothing else”
approach to usable security design is actually quite general – it says simply that
users are interested in performing a particular application task, and are willing
to implicitly grant any rights necessary to allow that task to be completed. To
be intuitive and secure, a system must often just transparently implement those
grants, while preventing all other unspecified access. In other words, users are
often willing to assume some risk in return for desired functionality – e.g., they
choose to display their home movie on a large display they encounter even though
it may also maliciously stream it to the Internet; we aim to ensure they assume
no more risk than is absolutely necessary to accomplish their goal.

Here this translates into the following concrete requirements:

– Access to resources must be limited to only those devices the user authorizes.
– All resource access must be authenticated, in order to be able to limit such

access only to devices the user intends. Such authentication must be done in
terms appropriate to the application context, i.e., “this network connection
really comes from the device I am standing in front of”.

– Access by user-authorized devices must be limited to only those resources
the user intends.

– Network communication between user-authorized devices must be secure –
i.e., protected from eavesdropping and modification by unauthorized entities
on the network.

Minimize required user effort: The challenge in effecting such a least priv-
ilege access boundary is that it requires very fine-grained specification of access
control policy, tightly coupled to the details of the user’s current application
task. Manually managing such a policy is cumbersome, outside of most users’
domain of expertise, and peripheral to the application task the user is actually
interested in.

We should minimize the amount of explicit management a user must do, in-
stead letting them focus on their application task. One approach to this, termed
implicit security [?] focuses on allowing the system to infer the user’s access con-
trol requirements directly from their application-related decisions. This allows
fine-grained control of access without directly involving the user.

In the first example scenario above, Alice should not have to decide which
principal should have access to which resource in her home network separately
from deciding which movie to watch. Doing the latter (e.g., deciding to watch a
movie) should automatically triggers the former (e.g., opening up access to the
movie for the device Alice chose to watch the movie on), as well as establishing
any necessary network connections and so on. Ideally, users should not even be
aware of the fact that they are making an access control decision. And if the
system is forced to ask the user directly for guidance in a case where their intent
is not clear, it should do so in terms of application-level events and concepts that



are more accessible and intuitive than questions about the details of unfamiliar
security mechanisms.

Reliable and secure indicators of user intent: Such a system must effec-
tively capture and communicate user intent, for two reasons. First, if we are to
minimize the work the user has to do to convey their desired access policy to the
system, we must design the user interaction and user interface such that they
give us reliable and clear indicators of user intent.

Second, for maximal security we must ensure that those indicators actually
come from the user, and not, say, from the untrusted device she is targeting. For
example, say that Alice uses the hotel TV remote and GUI to browse resources
on her home network, and has the TV send a message to her home media server
indicating which movie she wishes to play. If the TV were malicious, it could
simply tell Alice that it has requested the specific movie she chose from her home
media server, and display only that movie. However, under the covers, it could
also tell her home network that Alice also wishes it to obtain a copy of all of her
personal files. There is no way for Alice’s trusted devices to distinguish between
a legitimate request from Alice sent by the untrusted device, and an illegitimate
request added by the device itself.

To mitigate the effects of such an attack, Alice could either limit the actions
she herself can take on her trusted resources from a remote location, thus also
limiting what a malicious intermediary can do. She could also carefully review
the logs on her home network to detect such an attack after the fact. But to
prevent such manipulation entirely, she must use a trusted input path to indicate
her requests. In other words, indications of Alice’s intent must come not from
the untrusted device she is intending to access, but instead from a device trusted
by Alice and her personal networked resources, such as her Instant Matchmaker.

3 Related Work

The idea of ubiquitous access to personal resources is not new. However, much
previous work in this area either fails to meet important security or usability
requirements, or is more narrowly targeted than that presented here.

Personal Server The Personal Server [1, 2] is a small, wireless personal storage
platform that the user carries with them, and on which they store all of their
personal data. The advantages of the Personal Server (PS) is that, in theory,
that data is then immediately accessible to them wherever they are, in a form
that is resilient to network problems and the availability of remote servers. This
is a prototypical example of a dynamic caching system, and as such suffers from
all of the limitations of such described in section 2.1.

This system also suffers from significant security problems. The initial design
for use of the Personal Server has it make itself promiscuously available over
a short-range wireless link to any device it encounters, without further user



intervention [1]. This makes it vulnerable to any device within radio range.2

Password protection mitigates some threats [2]; nevertheless, the user still has
little or no indication of what data is being accessed by the interfacing devices.
Furthermore, as this device carries all of a user’s sensitive personal data, it is
also extremely vulnerable in the case of loss or theft; mitigating that risk via
strong encryption then adds its own usability burden.

Remote Media Access Services Remote access to personal media is a com-
pelling enough application in and of itself that a number of commercial services
have sprung up to support it. Two of the most popular are Slingbox [5] and Orb
Networks [6].

In Orb’s system [6], each device on a user’s home network runs a piece of
software provided by Orb, which allows the user to access them from any web
browser via the Orb Networks server. Slingbox [5] elegantly overcomes the con-
straints imposed by legacy devices by providing a media server box that the
user connects to their home network and incoming cable or satellite feed. The
Slingbox then provides network access to exactly the same set of media that the
user would be able to access if they were at home.

While providing ubiquitous access to live data and services, they suffer from
all the problems typical of such “guest access” systems (described in section 2.1).
In both cases, access is protected by a static username and password; any device
by which the user accesses their network learns that password, which allows it
complete access to that network both now and in the future. Additionally, in
Orb’s system the Orb server has continuous access to all the devices in a user’s
home, and can monitor their behavior as well as access their data and resources.
An attacker gaining access to that server immediately gets extensive access to
the home networks of all Orb users.

PC-Based Remote Access Services A wide variety of software provides
remote access to networked computers. Some, such as www.GoToMyPC.com [7]
use applet-based approaches to provide easy-to-use access to trusted resources
from any untrusted host. Though communication to the target PC is secure, in
the absence of a trusted input path, the user is still vulnerable to the host they
choose to use for access, which may insert its own operations into the stream of
commands it sends on behalf of the user (see section 2.2). A general solution to
this problem was provided in [8], which used a trusted PDA as an input device
to allow secure use of a protected computer from an untrusted kiosk. The work
presented here builds on this idea of using a portable device as a trusted input
path to enable secure access to protected resources from untrusted devices.

Device-Mediated Access A variety of systems use a smart device in some
fashion to aid users in gaining access to local resources, or controlling access to
resources in general.

2 And inexpensive antennas can make even supposedly “short-range” radio systems
such as BlueTooth accessible from miles away [3, 4].



In Zero-Interaction Authentication [9], a device is only usable when it is in
proximity to a trusted personal hardware token. In their system, the device in
question is a trusted computer (e.g., a laptop) that is to remain secure in the
case of theft. They do not address access to untrusted resources, and as such
also do not require that their token provide a trusted input path.

The Grey system [10, 11] allows users to delegate access to resources using a
trusted cell phone as an intermediary. They focus on the support of a general-
purpose access logic enabling the user to make arbitrary policy statements. In
contrast, we focus on providing a seamless user experience; providing strong
security without requiring the user to explicitly manage access policy.

Trust Management Systems Trust-management systems (e.g., [12–17]) share
our goal of enabling fine-grained access control to resources. They follow, how-
ever, a completely different approach: Usually, they provide a language in which
to express complex conditions under which access should be granted (an access
control policy). One of the requirements we have identified for integrated ubiqui-
tous computing environments is to do without without an a priori access control
policy. As a trade-off, we require the user to be available at the time of access
and make ad-hoc access control decisions himself.

Proximity-Based Authentication of Arbitrary Devices Stajano et al. [18]
suggested the idea that security associations can be established among mobile
devices through use of a trusted secondary authentication channel. This work was
extended by Balfanz et al. [19] with concrete protocols using public key cryptog-
raphy. This enables such authentication to occur over a wide range of secondary,
location-limited channels such as infrared and audio. Further work [20–24] has
extended this to yet other channel types, and incorporated it in a number of
applications [25]. We use this approach here as a tool to enable secure on-the-fly
authentication of and communication with any device a user might encounter.

4 System Overview

The operation of an Instant Matchmaker-based system is shown abstractly in
Figure 2. The Instant Matchmaker (here implemented in a cell phone, center)
acts on the user’s behalf as a trusted proxy, enabling limited access to remote
personal resources, shown at left, by a target device selected by the user (at right).
The Matchmaker is used to select target devices, choose personal resources to
share, and initiate and terminate transactions between these.

As a member of the user’s home network, the Matchmaker is assumed to
have a pre-existing trust relationship with the user’s other personal resources
(arrow 1). When the user uses the Matchmaker to select a local target device
to which she will grant resource access, she establishes a limited, and selective
trust association (arrow 2) with that particular device using proximity-based
authentication. When the user indicates a resource she wishes to share, she does
so using the Matchmaker as a trusted input path, securely capturing her intent.
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Fig. 2. The structure of an Instant Matchmaker-enabled integrated ubiquitous com-
puting environment.

The Matchmaker then notifies the device hosting the personal resource of the
grant of access (arrow 3), providing the identity of the target device and an
identifier of the resource to which it should be allowed access.

Implementing an effective Instant Matchmaker-based system requires design-
ing a user experience that allows a user to specify what resources she wants to
share with which target device intuitively in the context of her application task
(for a specific example, see Section 5). It also requires implementing appropriate
protocols to allow the actual sharing of resources. The protocols necessary to
implement the security model are largely independent of these details, and are
described in the next section.

4.1 Operation and Protocol

The main message flows used in an Instant Matchmaker-based system are illus-
trated in Figure 3. This is a generic protocol framework, and though the details
will vary slightly depending on the application implemented, we highlight com-
mon elements here. See Section 5 for an implementation.

Setup: All devices are configured initially with cryptographic key pairs con-
sisting of a private key and a public key. These can be automatically generated
when devices are first powered on; notably, no user (or administrator) need ever
be aware of the presence of these keys. We assume that the Instant Matchmaker
and the device hosting the personal resource already trust each other and know
each others’ public keys. This can be accomplished reliably, without requiring
user involvement, as described in [26, 25].

Protocol: The steps in the protocol flow are as follows:

1. The user signals their intention to use a particular target device, for example
by “pointing out” that device using an infrared or contact-based interface on
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Fig. 3. The protocol flows for a transactions in an extended ubiquitous computing
environment.

their Instant Matchmaker. Via this interface, the Instant Matchmaker learns
the public key and network address of the target device and vice versa.

2. As part of their ongoing task, the user identifies a personal resource they
wish to use with the target device to the Instant Matchmaker, indicating
implicitly that they would like all steps necessary to make that possible –
grants of access, network connections, etc., to take place as well. The Instant
Matchmaker then informs the personal resource about the transaction to
occur (e.g., the video that Alice has selected to play). As part of the message,
the Instant Matchmaker also transmits the target device’s public key. The
device hosting the personal resource will “whitelist” this public key for one-
time access to that particular resource, for that particular transaction.

3. The personal resource sets up a “session” and responds with information
about this session, including an identifier, (e.g., a URL), where the resource
(in our case the video) will be available. If necessary, the personal resource
also configures its network security environment (e.g., firewall) to allow com-
munication from the target device.

4. The Instant Matchmaker passes this information on to the target device,
along with the public key of the personal resource. At this point, the target
device and personal resource are both ready to conduct the transaction.

5. The target device connects to the personal resource to conduct the trans-
action. This connection is encrypted and authenticated using those devices’
public keys.

4.2 Adequacy of Instant Matchmaker Design

Let’s review the system requirements outlined in Section 2.2, and evaluate our
design in terms of those requirements.

First, we note that the Instant Matchmaker learns the public key of a target
device using a proximity-based exchange. Before that step, the target device need



not participate in any common trust framework with the personal resource and
the Instant Matchmaker; i.e., they do not need to all belong to the same PKI,
have keys signed by Verisign, or have any other pre-existing trust relationship.
Consequently, we have achieved our first design goal, opportunistic access to
encountered resources.

Our second design goal, universal access to personal resources, is achieved by
mediating a live connection between a personal resource and the target device.
This is in contrast to designs like the Personal Server or iPod, which assume
that resource needs will be anticipated by the user and cached in advance.

We also see that the user has no need to specify an a priori access policy. The
user’s specific action, at the moment, decides which resources are to be used by
which devices in their environment. The user does not need to set up ahead of
time which personal resources are to be shared, and to whom it can be shared.

Our fourth design goal, least privilege, is also satisfied. The personal re-
source makes only the minimal changes in security necessary to enable the user-
requested action, and automatically returns the system to the most secure state
possible as soon as the action completes.

The fifth design goal, minimize required user effort, is accomplished by hiding
as much as possible the details of the security exchange from the user. Identifi-
cation and public key exchange between the Instant Matchmaker and the target
device is embedded in an Infrared exchange; the whitelisting of the target device
by the personal resource occurs automatically in response to the requested user
action. Encryption and integrity protection of communication is transparent to
the user.

Finally, our sixth design goal is ensured: since the Instant Matchmaker and
personal resource know each other’s cryptographic public keys, they authenticate
and encrypt all communication with each other, yielding a trusted path from the
Instant Matchmaker to the personal resource that provides the resource with
reliable and secure indication of user intent.

5 Implementation

In order to explore the practicality of our approach, we have implemented a sys-
tem supporting the application scenario introduced in Section 2: secure remote
access to personal media. This implementation consists of two parts: first, a
system security layer implementing the basic Instant Matchmaker functionality,
capable of supporting a variety of applications. Second, an application-specific
user interface layer designed to make the particular application we have imple-
mented as intuitive and easy for the end user as possible.

5.1 Remote Media Access Scenario: User Experience

We consider the concrete scenario shown in Figure 1; where a user, Alice, wishes
to play videos stored on her home media server on the large-screen TV in her
hotel room. In order to do so, she does the following:



Fig. 4. Screen shots of our implementation. The left panel shows the remote control
application of the Instant Matchmaker ready to turn on a TV through infrared. The
center panel shows how the user interface of the Instant Matchmaker is mirrored on
the TV while the user makes selections. The right panel shows the Instant Matchmaker
and the TV while a selected movie is streamed from the user’s home network.

1. Alice, in her hotel room, takes out her cell phone, and starts a “TV Remote
Control” application (shown in Figure 4). Pointing the infrared port of her
phone at the hotel TV, she turns it on by pressing the Power button on the
remote control interface.

2. When the TV turns on, she sees a menu of available options displayed si-
multaneously on the TV and on her mobile phone. This menu includes both
TV channels provided by the hotel and resources (only) available to Alice,
such as the media repository on her home network.

3. Using the Up and Down buttons on her phone as a remote control, Alice
finds the video she is interested in in her home media repository. She starts
streaming that particular video by pressing the Select button on her phone.
At this point, the TV (and only that hotel TV) becomes authorized to
download that particular video once.

4. The video starts playing on the TV. On Alice’s phone, there is now a GUI
that shows the progress of the video, and provides buttons that allow her to
control playback (e.g., Stop, Pause, etc. ).

5. If Alice presses the Stop button on her phone, the video stops and she sees
the menu of available video sources again. At the same time, pressing the
Stop button has revoked the TV’s ability to access the remainder of the
content it was previously authorized to download.

6. Alice can turn off the TV using her phone, or can resume watching a video.
Again, as she selects a video to play, the TV is automatically authorized to
access to stream that particular video from her home media server one time.

Alice’s user experience is seamless, in that it is basically identical to how she
would operate the hotel TV using its normal remote control (which we expect to
still be present, for the benefit of users without an Instant Matchmaker). How-
ever, this system has added functionality – Alice’s personal network resources,



such videos stored on her home media server, are automatically made available
to her in addition to any services provided by the hotel itself.

5.2 Setup

Alice’s Personal Resources In our implementation, Alice’s home network
consists of a media server and networked display connected via a wired Ethernet
hub, which also serves as a home gateway connected to the Internet. The me-
dia server and networked display are both standard Mac computing platforms
running Mac OS 10.4, Java, and our secure middleware layer (see Section 5.5).
The home gateway additionally provides a firewall, NAT translation, and 802.11
wireless connectivity. The media server, networked display, Instant Matchmaker
and home gateway all posses public-private key pairs and associated digital cer-
tificates issued by the home gateway, set up using the approach presented in [25]
(this requires no user awareness of digital certificates or cryptographic keys).
These devices use these credentials to secure their communications, from con-
necting to Alice’s secure wireless network, to making a secure virtual private
network (VPN) connection back inside Alice’s home network from anywhere on
the Internet, to authenticating and securing middleware connections as described
in Section 5.5.

Alice’s Instant Matchmaker is implemented on a PDA phone running Win-
dows Mobile 2003, the CreMe Java VM, and a port of our secure middleware
layer.

The Hotel Network The hotel network consists of a wired LAN connecting
a networked display (“hotel TV”) to gateway/firewall device, which is in turn
connected to both the Internet and a 802.11 wireless network available for guest
access. The hotel TV is connected to a network proxy device which implements
our secure middleware layer. We implement such a network proxy in the form
of a Mac Mini running Mac OS 10.4, Java, and our secure middleware layer.
The hotel TV’s proxy has a public-private key pair that it uses to secure its
communications. The first time it is turned on, it automatically generates this
key pair and creates a certificate for it, which it signs itself without requiring
any help from an administrator or certification authority.

5.3 Selecting Target Devices

Alice identifies the hotel TV she wishes to see her video on to the trusted de-
vices on her home network by “pointing out” the TV using the infrared (IR)
interface of her Instant Matchmaker. Using it literally as a remote control, she
powers on the hotel TV. We also use that simple IR exchange to establish trust
between Alice’s Instant Matchmaker and the hotel TV. Using proximity-based
authentication[19], each device sends the other the cryptographic digest of their
public key over IR. Alice’s Instant Matchmaker and the hotel TV can then se-
cure all of their further communication using the TLS (SSL) protocol [27]; they
authenticate each other by demonstrating that each possesses the private key



corresponding to the public key the other received over the IR channel, or that
simply they were the device that user wanted the other to talk to.

5.4 User Interface

At this point Alice’s Instant Matchmaker makes a secure VPN connection to her
home network using the Internet access provided by the hotel, and authenticated
by the certificate it has that verifies it is indeed a member of her home network.

The Instant Matchmaker discovers content accessible to it both locally, i.e.,
via the hotel TV and on the hotel’s WLAN/LAN, as well as in Alice’s home
domain (to which it is connected via a VPN). It displays the available content
on its screen to the user. At the same time, it sends a copy of this user interface
to the hotel TV, making it easier for the user to navigate the available content.
Because the Instant Matchmaker can authenticate the hotel TV, we can be sure
that the UI (and later, the actual content) is displayed on the TV that Alice is
standing in front of, and not, say, on the TV in the hotel room next door.

At this point, the hotel TV receives a user interface listing the available
content3 (including, for example, the names of the various home movies on Alice’s
home media server). It does not, however, have sufficient privileges to access the
content. In order for it gain those privileges, the content has to be selected on
the Instant Matchmaker explicitly by Alice. Although the hotel TV’s UI can aid
Alice in the process of content selection, Alice should glance at the UI on her
Instant Matchmaker to confirm her choice before actually accessing the content,
to thwart UI substitution attacks.4

5.5 Middleware for Secure Remote Resource Access

Now that Alice’s Instant Matchmaker knows which resource she would like dis-
played on what particular target device, it must actually enable that device to
access that piece of content. It must also enable Alice to control or terminate
the ongoing playback if she so desires. At the same time, it must provide basic
security guarantees appropriate to the application context.

We implement these remaining components of the system on top of a general
middleware layer that enables easy remote access to arbitrary types of devices,
services, and data, which we have extended to incorporate a general security
framework allowing application developers to easily incorporate intuitive security
policies into distributed applications. Developers can specify security policies in
terms of the application tasks the users will understand, while the system takes
care of implementing the underlying security mechanisms those developers may
not be as familiar with.
3 We note that if the content list is sensitive (and not just the content itself), the

application should use only the Instant Matchmaker’s UI, and not send a UI to the
hotel TV.

4 Note that if the TV does trick Alice into requesting a piece of content other than
the one she intended, it will only get that other content. To hide the attack from
Alice, it would also need to obtain the content she did request from another source.



As our underlying middleware layer, we use the Obje Interoperability Frame-
work, a middleware framework designed for radical interoperability [28–30]. This
framework encapsulates a wide variety of devices and services as data sources
that send data or data sinks that receive and process it; automatically translat-
ing data formats as necessary to ensure interoperability. Obje is general enough
to support anything from sending a document to a printer to sending a movie
or webcam feed to a networked display; selection of which source to connect
to which sink is done through a combination of application filtering (only some
source and sink types may relevant to a particular application) and user input.
In the current application, Obje handles all the details necessary to actually
deliver selected images, movies, video feeds or even documents to the display
indicated by Alice.

The middleware security framework uses TLS [27] to secure all interactions
between Obje components and hosts, and to exchange and verify credentials
that are used to enable access control decisions to be made in these distributed
applications. We use TLS in client-authentication mode, which means that two
peers will mutually authenticate each other. In its default configuration, the
middleware security framework will either use a “device certificate” available
on the device (e.g., one that has been issued by a certification authority) to
authenticate itself to a remote peer, or – if not such certificate is present –
create new key pair and self-signed certificate for future use.

To build a secured application, developers are required to implement only
a small number of security-related security call-backs. These call-backs are in-
voked when one device attempts to access a resource held by another; we ensure
that the application developer has access to all of the information necessary to
respond to the call-back in an application-appropriate manner. For example, we
implemented the call-backs for the remote media access application, achieving
the following behavior:

– The Home Media Server: allows access by any other member device from
Alice’s home domain, including her Instant Matchmaker. It can recognize
those devices as they all have certificates issued by the same entity [25].
It also allows any access requests from any other device that have been
specifically allowed, or “whitelisted” by any home domain member device.

– Alice’s Instant Matchmaker: allows access by any other member device
from Alice’s home domain. Also allows this device to control any target
device whose public key it received over IR.

– Hotel TV: allows access and control by the last device whose public key it
received over IR.

Our middleware automatically grants access according to these policies and
revokes access as soon as an application transaction ends or is interrupted by
the user.



6 Discussion and Future Work

We have demonstrated an approach for securely and easily integrating personal
resources, wherever they might be located, into local ubiquitous computing en-
vironments and applications. Our approach relies on the use of a trusted device,
the Instant Matchmaker, to securely introduce new, untrusted devices to the
user’s personal resources.

We have implemented an Instant Matchmaker in the form of a cell phone
and demonstrated its use in a remote media access application. The inherent
flexibility of the Obje Interoperability Framework, the middleware layer used
in our implementation, allows even the simple application here to immediately
support secure remote display of all sorts of personal media – e.g., still images,
movies, live camera feeds, etc. In order to maximize the intuitiveness of the In-
stant Matchmaker user interface used to securely capture user intent, we have
tailored it to the application at hand – remote display of personal media – in
the form of a familiar “remote control”. Supporting other applications equally
intuitively may require comparable interface tailoring, though it is also possible
to allow more flexible and general use of a trusted input path at the cost of
some usability (as in [8]). Though our current implementation relies on the Obje
Interoperability Framework to handle many of the “messy details” of data ex-
change, the Instant Matchmaker approach can also be used with a wide variety
of distributed systems and protocols.

One can also extend the applicability of the Instant Matchmaker approach
beyond the class of applications considered here. Abstractly, the Matchmaker
acts as a trust bridge, allowing transparent delegation of access between two
mutually untrusting resources mediated in a user-friendly way by a device, the
Matchmaker, trusted (to some degree) by both. Here we consider mediation
between Alice’s personal devices, with whom her Matchmaker has a long-term
trust relationship, and a local device, with whom limited trust is established
in a proximity-based fashion. However, many other combinations (and resulting
applications) are possible.

In conclusion, this approach has a number of advantages. It enables secure
universal access to all sorts of personal devices and services, not just static data.
It provides a flexible mechanism for specifying and implementing access con-
trol policy on-the-fly, in response to user needs. User intent is captured as they
interact with the application at hand, and the matchmaker translates that auto-
matically into the implicitly requested modifications of security policy necessary
to “make it so” without requiring any explicit security-related action on the part
of the end user. Because these changes in access control policy are automatic, the
matchmaker can implement extremely fine-grained access control without undue
user burden, limiting access to only those specific resources the user intends. The
Instant Matchmaker also provides a trusted input path to communicate those
policy changes securely to the user’s personal resources, and protect those re-
sources even if the users selects a malicious device to access personal data. In
essence, the Instant Matchmaker can be considered a key or porthole into trusted
resources stored elsewhere.



In future work, we plan to perform usability tests to validate and improve
the Instant Matchmaker user experience. We also plan to explore the use of this
model in a number of additional applications. Finally, the Instant Matchmaker
model serves in essence as a design pattern applicable to a range of ubiqui-
tous computing applications. We are currently exploring other potential design
patterns for usable secure ubiquitous computing applications.
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